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A B S T R A C T   

Imbalanced learning is one of the most relevant problems in machine learning. However, it faces two crucial 
challenges. First, the amount of methods proposed to deal with such problem has grown immensely, making the 
validation of a large set of methods impractical. Second, it requires specialised knowledge, hindering its use by 
those without such level of experience. In this paper, we propose the Automated Imbalanced Classification 
method, ATOMIC. Such a method is the first automated machine learning approach for imbalanced classification 
tasks. It provides a ranking of solutions most likely to ensure an optimal approximation to a new domain, 
drastically reducing associated computational complexity and energy consumption. We carry this out by 
anticipating the loss of a large set of predictive solutions in new imbalanced learning tasks. We compare the 
predictive performance of ATOMIC against state-of-the-art methods using 101 imbalanced data sets. Results 
demonstrate that the proposed method provides a relevant approach to imbalanced learning while reducing 
learning and testing efforts of candidate solutions by approximately 95%.   

1. Introduction 

The remarkable rise of machine learning has led to its application to 
a plethora of real-world problems. Despite issues that arise from such 
massive application (Salganik et al., 2020; Ribeiro et al., 2020), machine 
learning has shown how it can contribute to the evolution of crucial 
areas of society – from health and education sectors to industry. The 
increasing popularity of machine learning results in many new proposals 
to tackle a growing number of tasks. However, such an amount of pro-
posals poses a considerable limitation. According to no-free-lunch the-
orems (Wolpert, 1996; Giraud-Carrier and Provost, 2005), without a 
priori assumptions, no learning algorithm should provide a better so-
lution than all others in every learning task. Accordingly, to some 
theoretical extent, the search for the best possible solution (w.r.t per-
formance maximisation) in each learning task would require testing all 
available methods, or at least a representative set. 

Among common machine learning tasks, imbalanced domain 
learning (Branco et al., 2016) (IDL) is one of the most active research 
fields. IDL refers to learning scenarios with two main characteristics: i) 
skewed distribution of target variables and ii) domain preference for 
underrepresented cases. For the last two decades, hundreds of proposals 
have presented solutions to tackle such type of tasks. These are 
commonly divided into three main categories: i) data pre-processing, ii) 

algorithm-based and iii) prediction post-processing methods. The most 
studied solution category is the first, data pre-processing methods, also 
known as resampling strategies. These operate by changing the data’s 
prior distribution via under- or over-sampling approaches, attempting to 
clarify the decision boundaries between well- and poorly-represented 
classes. 

Consider the magnitude of possible solutions that may apply in an 
IDL task. These include the selection of individual resampling strategies 
and learning algorithms; a combination which we will refer to as 
workflows, e.g. combining the resampling strategy SMOTE (Chawla 
et al., 2002) and a Random Forest (Breiman, 2001) model. We must also 
consider that combinations of resampling strategies and learning algo-
rithms (workflow) must be optimised w.r.t their hyperparameters, e.g. 
over-sampling ratio concerning the SMOTE strategy and the number of 
trees regarding the Random Forest algorithm. Even when assuming a 
moderate amount of alternatives concerning resampling strategies and 
learning algorithms, the number of possible combinations would be 
virtually unfeasible (or at least highly impractical) to validate. Such a 
scenario is our primary motivation. 

We should also consider a second issue. Due to the growing 
complexity of learning tasks and algorithmic solutions, specialisation 
requirements have increased. Consequently, such conditions hinder the 
ability for widespread use of tools to tackle IDL tasks. We arrive at a 
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known problem: how can experts in application domains develop solu-
tions for IDL tasks without a high degree of specialisation? Machine 
learning is an intricate process, requiring knowledgeable decisions on 
aspects such as feature engineering and algorithm selection. The search 
for an answer to this problem is a core endeavour in Automated Machine 
Learning, discussed in Section 2.2, where a key objective is to provide 
methods that automate the development of machine learning solutions 
(Yao et al., 2018). 

In this paper, we present the Automated Imbalanced Classification 
(ATOMIC) method. Such a method is an AutoML approach to devel-
oping machine learning solutions to tackle IDL tasks – specifically 
imbalanced binary classification tasks. With such aim, we formalise and 
address a special case of the full model selection formulation (Escalante 
et al., 2009) and a variant of the popular CASH problem (Thornton et al., 
2013), that of the combined workflow selection and hyperparameter 
optimisation (WHO). An extensive experimental evaluation is performed 
including several state-of-the-art competing methods, using 101 imbal-
anced data sets. We summarise the contributions of this paper as follows: 

1. We propose the ATOMIC method, a meta-learning-based solution 
to tackle IDL tasks, by automating the joint selection of data pre- 
processing methods and learning algorithms (workflows) along 
with the optimisation of their respective hyperparameters; 
2. We provide an extensive experimental evaluation comprising of 
101 imbalanced data sets, including performance analysis between 
ATOMIC and state-of-the-art competing methods; 
3. We formalise the WHO problem – combined workflow selection 
and hyperparameter optimisation – based on the challenges posed by 
IDL tasks; 
4. We provide an open-source package making all methods 
available1. 

The remainder of the paper is organised as follows. Section 2 pro-
vides a literature review and discussion of recent work concerning IDL 
and AutoML. The WHO problem is presented and formalised in Section 
3. We present the ATOMIC method in Section 4, and extensive experi-
mental evaluation in Section 5 including a benchmark of the ATOMIC 
method and state-of-the-art competing methods. A discussion of the 
results obtained in the experimental evaluation is introduced in Section 
6 and conclusions are presented in Section 7. 

2. Related work 

The work presented in this paper resides at the junction of two main 
areas: imbalanced domain learning (IDL) and automated machine 
learning (AutoML) – specifically concerning meta-learning methods. In 
this section, we provide an overview of each field of research. Addi-
tionally, this overview will also serve to clarify our contribution to the 
related state of the art. 

2.1. Imbalanced domain learning 

The research topic of IDL has received significant attention in recent 
years, mainly due to its practical utility in real-world applications. As 
such, many authors have thoroughly surveyed the topic. General surveys 
of the area include the work of López et al. (2013), Branco et al. (2016), 
Fernández et al. (2018) and Kaur et al. (2019). Given this paper’s scope, 
we will focus on contextualising our contribution by providing an 
overview of the state-of-the-art in data pre-processing methods. 

2.1.1. Data pre-processing methods 
We apply data pre-processing methods in two different manners. 

First, distribution change (also known as resampling strategies), 

modifying data sets before learning, provides more balanced distribu-
tions, following user preferences. Second, by weighing the data space, 
by incorporating information to avoid costly errors. Pre-processing 
methods have the advantage of being an off-the-shelf method - inde-
pendent from the learning algorithm used. However, relating its impact 
to data distributions with user preferences may be difficult (Branco 
et al., 2016). Given the context of this paper, we will focus on resampling 
strategies. 

There are three main approaches to resampling strategies: i) strati-
fied sampling, ii) synthesising new data, and iii) combinations of the 
previous. The most common methods in stratified sampling are under-
sampling and oversampling. Coarsely, undersampling reduces the 
number of examples considered normal. Oversampling replicates ex-
amples of under-represented cases. Caveats concerning undersampling 
relate to the risk of removing important cases. Regarding oversampling, 
they relate to the risk of overfitting due to the replication of certain 
cases. 

Synthetisation methods avoid overfitting, generating new cases 
through the interpolation of existing ones, as proposed by the “Synthetic 
Minority Oversampling Technique” (SMOTE) method (Chawla et al., 
2002). Fernández et al. (2018) provide a review of proposals based on 
the SMOTE technique. Others focus on introducing perturbances, as in 
the work of Lee (2000), by producing noisy replicas of target cases and 
including them in the training data. 

Finally, a group of proposals have focused on combining stratified 
sampling and data synthesising methods. Examples include the work of 
Jeatrakul et al. (2010), combining Complementary Neural Networks 
(Kraipeerapun et al., 2009) for undersampling and SMOTE for over-
sampling. Another example is the work of Liu et al. (2006), creating a 
Support Vector Machine (Vapnik, 1995) ensemble via a combination of 
under-sampling with SMOTE. We note that there are also proposals 
concerning the combination of stratified sampling approaches, such as 
Importance Sampling (Branco et al., 2016) – a combination of random 
under and oversampling strategies. 

2.1.2. Recent research directions 
As previously stated, recent research in IDL is mostly related to data 

pre-processing methods. Janicka et al. (2019) propose a new resampling 
algorithm – Similarity Oversampling and Undersampling Preprocessing 
(SOUP) – based on information of class interrelations for multi-class 
imbalanced data scenarios: resampling is carried out according to the 
hardness of example classification. Koziarski et al. (2019) propose the 
Radial-Based Oversampling method, which focuses on the impact of 
noise in the performance of models in imbalanced settings. This method 
uses a synthetic generation of cases based on estimating the imbalanced 
distribution using radial basis functions. An extension of this method for 
under-sampling (RBU) is also available (Koziarski, 2020). 

Recent efforts have also focused on three exciting subjects. These 
include i) the use of Generative Adversarial Networks (Goodfellow et al., 
2014) for synthesising cases from minority classes; ii) the use of genetic 
algorithms in data pre-processing efforts; and, iii) the exploration of 
feature selection and its impact in IDL tasks. We provide examples of 
such efforts in the following paragraphs. 

Generative Adversarial Networks SMate (Bertorello and Koh, 2019), 
a SMOTE-based strategy, incorporates Generative Adversarial Networks 
(GAN) for imbalanced classification tasks with image data sets. Ali- 
Gombe and Elyan (2019) also explore GAN’s use in an interesting 
approach, where data augmentation is carried out by using multiple fake 
classes – instead of the traditional method of a single class. 

Genetic Algorithms Galli et al. (2019) explore the use of genetic al-
gorithms in data pre-processing strategies as the basis for the optimi-
sation of data selection processes based on sets of criteria. Karia et al. 
(2019) also explore genetic algorithms, proposing GenSample. In this 
oversampling method, sampling rates consider the difficulty of learning 
each example. 

Feature Selection in IDL Fu et al. (2020) propose methods for data 1 urlhttps://github.com/nunompmoniz/autoresampling 
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pre-processing that are focused on feature selection instead of case- 
selection, targeting the improvement of performance degradation 
associated with class-overlap. Intersecting with genetic-based solutions, 
Klikowski et al. (2019) proposes the Genetic Ensemble Selection clas-
sifier: an ensemble-based approach where genetic algorithms are used in 
feature selection processes to build ensembles for IDL tasks. Liu and Zio 
propose the integration of feature selection and SVM’s in imbalanced 
learning (Liu and Zio, 2019). 

2.1.3. Discussion 
A long-standing discussion concerning IDL tasks is related to the 

data-intrinsic characteristics that transform such tasks into difficult 
problems to solve. To our knowledge, Japkowicz and Stephen (2002) 
were the first to address these issues systematically. López et al. (2013) 
provide an excellent presentation and review of such characteristics, 
expanding beyond more obvious indicators such as class skewness or 
sample size. Specifically, the authors identified the following charac-
teristics: i) the identification of areas with small disjuncts, ii) lack of 
density and information in the training data, iii) class-overlap, iv) the 
impact of noisy data, v) the significance of the borderline instances, and 
vi) changes between the distribution of train and test sets, i.e. data set 
shift. 

Instead of a thorough presentation and discussion of such charac-
teristics (see López et al., 2013), we direct our attention to how we might 
leverage the knowledge of how they impact the successful development 
of solutions for IDL tasks. For the most part, related work provides 
methods focused on dealing with one of the mentioned characteristics. 
For example, over-sampling strategies address the lack of density and 
information in the training data. However, they might induce further 
issues concerning class-overlap. Methods based on under-sampling 
might help address class-overlap, but not without a probable increase 
in the impact of noisy data. Following the previously mentioned study 
(López et al., 2013), other authors have added new evidence concerning 
the effects of data characteristics in IDL tasks. These include the work by 
Stefanowski (2016), Elreedy and Atiya (2019) concerning the SMOTE 
(Chawla et al., 2002) method, and Hasanin et al. (2019) concerning IDL 
tasks in big data settings. 

In this paper, we approach the challenge of solving IDL tasks from a 
different perspective. Based on previous work, we know that IDL prob-
lems’ difficulty is intrinsically related to data characteristics identified 
in earlier work and presented above. As such, our goal is not to address 
specific data characteristics. Our goal is to leverage indicators con-
cerning such characteristics to automate decisions on the appropriate-
ness of combinations between data pre-processing methods and learning 
algorithms (i.e. workflow). Such decisions include their hyperparameter 
optimisation. We provide a formalisation of such task in Section 3. To 
our knowledge, this is the first approach in related literature to provide a 
solution to automated imbalanced classification. 

2.2. Automated Machine Learning 

Automated machine learning (AutoML) is a subfield of machine 
learning devoted to the development of approaches for automatically 
selecting and optimising predictive models. The main goal is to reduce 
the human effort placed in building accurate predictive models. It is a 
complicated and time-consuming task. The topic of AutoML has been 
thoroughly surveyed by several authors, from high-level overviews 
(Tuggener et al., 2019) to specific issues such as pipeline creation (Yao 
et al., 2018; Hutter et al., 2018) and meta-learning (Vanschoren, 2018), 
including applications in neural network architectures (He et al., 2019) 
and empirical benchmarks of various techniques (Zöller and Huber, 
2019). Also, for an overview of the mathematical basis for AutoML, we 
mention the work by Zhengying et al. (2019). 

One of the most popular approaches to evaluate a set of possible 
workflows is to apply a grid search: devise a grid of configurations and 
evaluate each possible solution. Random search (Bergstra and Bengio, 

2012), consisting of a random selection of workflows from an available 
pool of configurations, is also a common practice. The main problem 
with these approaches is that too many evaluations are necessary, 
mainly when the set of possible workflows is large. 

There are more sophisticated approaches to algorithm selection as 
hyperparameter optimisation. We broadly split these into two di-
mensions: optimisation-based and meta-learning methods. 
Optimization-based methods include sequential model-based optimiza-
tion (SMBO) (Hutter et al., 2011), evolutionary algorithms (Coello et al., 
2007), or multi-armed bandits approaches (Munos et al., 2014). A well- 
known AutoML system which follows this approach is Auto-WEKA 
(Thornton et al., 2013). It leverages SMAC (Hutter et al., 2011) 
(sequential model-based algorithm configuration, an SMBO approach), 
to automatically build workflows for classification tasks. AutoKeras (Jin 
et al., 2019) is a neural-network-based approach which leverages 
Bayesian optimisation to guide the search for suitable network archi-
tectures. Finally, Hyperband (Li et al., 2017) is a bandit approach 
designed for hyperparameter optimisation. It works by allocating re-
sources (e.g. data samples or features) to more promising configurations 
in an iterative procedure. These optimisation procedures typically start 
from scratch when searching for an optimal configuration to solve a 
given task. 

Meta-learning approaches attempt to leverage past experiences to 
guide the algorithm selection process. Vanschoren (2018) thoroughly 
surveys such approach. In general, meta-learning works by relating the 
performance of a given configuration to the problem’s characteristics. In 
effect, for a new task, the meta-learning model can estimate which 
configurations are more promising according to the characteristics of a 
new data set. 

We often apply meta-learning for filtering candidate configurations 
or warm-starting an optimisation-based approach. Mainly, we use a 
meta-model to discard configurations estimated to have poor perfor-
mance in a particular task. Then, we evaluate the remainder. A well- 
known example is Auto-sklearn (Feurer et al., 2015), which uses meta- 
learning to warm-start a Bayesian optimisation process. Regarding 
bayesian optimisation approaches, we should also mention work 
developed concerning tree-based optimisation (Jenatton et al., 2017), 
and the combination of bayesian optimisation with the above mentioned 
bandit-based approach Hyperband (Falkner et al., 2018). Pinto et al. 
(2017) propose a meta-learning approach for ranking a set of tree-based 
ensembles. They adopt a learning to rank approach by selecting the top-K 
most promising configurations using a rich set of meta-features. These 
top-K configurations are all evaluated. 

In this paper, we leverage the topic of AutoML towards solving IDL 
tasks, representing the first effort in such direction, to the extent of our 
knowledge. The most similar approach to the proposal in this paper is 
that of Pinto et al. (2017), with two main differences. First, as 
mentioned, due to the focus on IDL tasks, various aspects are signifi-
cantly altered, including optimisation criteria and the meta-feature 
extraction process employed. Second, the meta-learning approach pro-
posed in this paper focuses on anticipating the score of the loss criteria 
used. Such is in contrast to applying a learning to rank approach – dif-
ferences discussed in Vanschoren (2018) – resembling more the efforts 
by Davis and Giraud-Carrier (2018). 

3. Problem definition 

In this section, we provide a formal definition for the machine 
learning tasks tackled in this paper. Such tasks include the well-known 
model selection, hyperparameter optimisation and combined model 
selection and hyperparameter optimisation, known as the CASH prob-
lem. We base our efforts on the formal definitions provided by Zöller and 
Huber (2019), Thornton et al. (2013). Then, we offer a formal definition 
for a variant of the CASH problem. Such a definition is tailored to the 
requirements posed by imbalanced domain learning (IDL) tasks, spe-
cifically imbalanced binary classification tasks. 
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3.1. Preliminaries: supervised learning 

Let D = {〈xi, yi〉}
n
i=1 be a training set, where xi is a feature vector from 

feature space X composed by predictor (independent) variables and yi 
an instance of the target (dependent) variable Y in domain Y . In su-
pervised learning tasks, our objective is to approximate an unknown 
function f : X →Y using a certain learning algorithm, A ∈ A =

{A(j)}
m
j=1. Each approximation, h(), is a model, obtained by optimising a 

preference criterion (i.e. loss function) L () on the training set. Such 
optimisation process is commonly based on a search over the hyper-
parameter space Θ(A) of each algorithm used to learn models. Depending 
on the domain of the target variable Y , we may have a classification 
problem (if Y is discrete) or a regression problem (if Y is continuous). 
In this paper, we will focus solely on classification problems – specif-
ically, binary classification. 

3.2. CASH problem 

The CASH problem is based on the joint optimisation of two prob-
lems: model selection and hyperparameter optimisation. 

3.2.1. Model selection 
Given a set of training data D and a set of learning algorithms A , we 

can define the problem of model selection. Our goal is to assert which 
algorithm A∗ ∈ A provides the best generalisation regarding predictive 
performance. Given the common use of estimation methodology k-fold 
cross-validation (Kohavi, 1995), based on k equal-sized partition splits 
of the training data into training and validation subsets D(1)

train,…,D(k)
train 

and D(1)
val ,…,D(k)

val, the problem is defined as: 

A☆ ∈ arg min
A∈A

1
k
∑k

i=1
L (A,D(i)

train,D(i)
val), (1)  

where L represents the score provided by a loss function calculated on 
the performance of a prediction model in validation subsets D(i)

val, when 

learned by algorithm A using D(i)
train as training data. 

3.2.2. Hyperparameter optimisation 
Hyperparameter configurations form a correlation structure that we 

can exploit (Thornton et al., 2013) where elements allow for a depiction 
of the structure of hyperparameters as a directed acyclic graph (Hutter 
et al., 2009). As such, for a particular algorithm A, given a hyper-
parameter configuration (vector) θ with p hyperparameters θ1,…, θp and 
their respective domains Θ1,…,Θp, the structured hyperparameter space 
Θ is a subset of the cross-product of such domains. The problem of 
hyperparameter optimisation is defined as follows, using the k-fold 
cross-validation methodology: 

θ☆ ∈ arg min
θ∈Θ

1
k

∑k

i=1
L

(
Aθ,D(i)

train,D(i)
val

)
. (2) 

Based on the definition of the model selection and hyperparameter 
optimisation problems, we may now define the CASH problem (Thorn-
ton et al., 2013). 

Definition 1. [CASH Problem] Given a set of algorithms A = {A(1),…,

A(m)}, their respective hyperparameter spaces Θ(1),…,Θ(m) and a certain 
loss function L (), the CASH problem is defined as follows, using the k- 
fold cross-validation methodology: 

A☆θ☆ ∈ arg min
A(m)∈A , θ∈Θ(m)

1
k

∑k

i=1
L

(
A(m)

θ ,D(i)
train,D(i)

val

)
. (3)  

3.3. Imbalanced domain learning: definition 

In this paper, we focus on tackling IDL tasks; specifically, imbalanced 
binary classification tasks. We describe their differences w.r.t standard 
learning tasks in Section 2, i.e. skewed class representation and domain 
preferences towards underrepresented class(es). For intuition, a typical 
example of an application domain for IDL tasks is fraud detection. The 
amount of fraud cases is much less than those of normal cases, but the 
objective is biased towards correctly anticipating the former. As such, in 
imbalanced binary classification tasks, given a data set D = {〈xi, yi〉}

n
i=1 

and y ∈ { − , + }, the following characteristics are verified2: 

1. Provided two sub sets of D for each class where 
D− = {〈xi, yi〉 : yi = − } and D+ = {〈xi,yi〉 : yi = + }, we observe that 
|D− |≫|D+|; 
2. Assuming ϕ(Y) : Y →(0,1) as a function specific to domain Y , 
expressing the importance of a given target value in terms of 
obtaining an accurate prediction, we observe that the under- 
represented class is of much greater relevance, ϕ( + )≫ϕ( − ). 

As thoroughly discussed by Branco et al. (2016), the verification of 
such characteristics has a significant impact on the effectiveness of 
learning tasks, at least in two aspects: standard evaluation metrics and 
learning algorithms. To tackle such issues, we have already reviewed 
several types of methods that may be applied – Section 2.1 – to make the 
learning processing more attune to the specifications of IDL tasks. 

In this paper, we focus on leveraging methods that have gathered the 
most attention in research concerning IDL and have proven to be an 
effective solution to such problems (Fernández et al., 2008): data pre- 
processing methods, also known as resampling strategies. However, 
previous work (López et al., 2013; Branco et al., 2016) has shown that 
the effectiveness of resampling strategies in aiding the learning process 
in IDL tasks is highly sensitive to more than data set characteristics. 
Indeed, decisions concerning which resampling strategy and learning 
algorithm we combine – here mentioned as a workflow – and their 
respective parametrisation, are of considerable importance3. 

3.4. Combined workflow selection and hyperparameter optimisation 

The definition of the CASH problem focuses on the joint (or simul-
taneous) selection of algorithms and their respective parametrisation, 
which optimises a given loss function for a particular learning task. 
Therefore, a specific data set and domain. In this paper, we focus on the 
problem of automatic selection of workflows (a combination of resam-
pling strategy and learning algorithm) and the optimisation of their 
respective hyperparameters, to tackle IDL tasks. As such, we require an 
extension of the CASH problem. Such extension defines a new problem 
for the context of this paper: the Combined Workflow Selection and 
Hyperparameter Optimisation (WHO) problem. Let:  

• A = {A(j)}
m
j=1 represent a set of learning algorithms and Θ =

{Θ(j)}
m
j=1 their respective hyperparameter spaces;  

• S = {S(p)}
l
p=1 represent a set of resampling strategies and Λ =

{Λ(p)}
l
p=1 the respective hyperparameter spaces from which we draw 

each hyperparameter configuration, λ; 
• W = 〈A, S〉 represent a specific workflow (combination of a resam-

pling strategy and a learning algorithm), with hyperparameter con-
figurations ω, forming the workflow hyperparameter space Ω,ω ∈ Ω; 

2 The depiction of classes as + and − is purely for demonstration purposes, 
stressing that in practice such values may assume any nominal/categorical 
values.  

3 We provide additional evidence concerning this issue in Section 5.4.1. 
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• W = {W(a)}
z
a=1 represent the set of possible workflows for a specific 

IDL task, and Ω(1),…,Ω(z) their respective hyperparameter spaces. 

Based on the definition of a workflow and the CASH problem, we can 
define the WHO problem as an extension of the latter, to solve Eq. 4, 
using the k-fold cross-validation methodology. The WHO problem is the 
main challenge that we aim to tackle in this paper, in the context of IDL 
tasks. 

W☆ω☆ ∈ arg min
W(z)∈W , ω∈Ω(z)

1
k

∑k

i=1
L

(
W(z)

ω ,D(i)
train,D(i)

val

)
(4) 

For clarity, we should also note that the WHO problem is related to 
the full model selection (FMS) formulation described by Escalante et al. 
(2009). Such a formulation describes the optimisation problem for the 
joint selection of data pre-processing, feature selection, model selection 
and hyperparameter optimisation. Therefore, the WHO problem repre-
sents a special case of the FMS formulation. 

Finally, the notion of optimisation as loss minimisation (argmin) used 
in previous descriptions of tasks may not always be appropriate. This 
option depends on the loss metrics used. For example, when using 
evaluation metrics such as F-Score (Rijsbergen, 1979), the objective is to 
maximise the respective score (bounded by [0,1]). In such cases, the task 
definitions described in this section are reformulated to use the notion of 
optimisation as score maximisation, i.e. argmax. 

4. ATOMIC: Automated imbalanced classification 

In this paper, we propose the Automated Imbalanced Classification 
(ATOMIC) method. The objective is to automate the development of 
workflows to tackle imbalanced domain learning (IDL) tasks. Our pri-
mary motivation is related to the costly nature of tackling IDL problems. 
These commonly involve testing a significant number of alternative 
workflows and their respective hyperparameter optimisation. The cen-
tral question driving the development of the ATOMIC method is the 
following. Can we leverage previous knowledge concerning data set 
characteristics and the performance of workflows, to anticipate such 
workflows’ performance in new tasks, i.e. new data sets?. 

The ATOMIC method is a meta-learning approach to the problem of 
automated machine learning (AutoML), described in Section 2.2. Spe-
cifically, the ATOMIC method combines meta-learning approaches for 
both learning from model evaluation and task properties (Vanschoren, 
2018), in order to tackle IDL tasks. The ATOMIC method is illustrated in 
Fig. 1, and is organised in two phases: i) development and ii) prediction 
phase: 

1. Development Phase: The objective is to build a meta-model that 
will anticipate the performance of workflows in new data sets. To 
such aim, using a broad base of data sets, two processes are applied: 
i) the extraction of meta-features and ii) the estimation of available 
workflows’ performance. The information resulting from the appli-
cation of both processes are concatenated (meta-data set) and used to 
develop a meta-model. 
2. Prediction Phase: Given a new data set, we apply three steps to 
predict the performance of all available workflows. First, we obtain a 
description of the new data set, based on the extraction of meta- 
features. Second, using the meta-model developed in the previous 
phase, the performance of each workflow is predicted. Third, we 
order the workflows with decreasing order of predictive utility, 
which is also the final output of the prediction phase. 

4.1. Method description 

This section provides a detailed description and formalisation of the 
ATOMIC method and both phases: development and prediction. To this 

aim, we leverage the work of Vanschoren (2018) concerning the 
description of meta-learning tasks and its various applications. 

4.1.1. Development phase 
In the first phase of the ATOMIC method – development phase – the 

objective is to develop a meta-model capable of anticipating workflows’ 
predictive performance. To reach such an objective, we apply two op-
erations: i) meta-feature extraction, and ii) performance estimation of 
workflows, described as follows. 

4.1.1.1. Meta-feature extraction. In the first operation, we leverage the 
information in a group of base data sets D = {D1,…,Dn} corresponding 
to a set of respective learning tasks T = {t1,…, tn}. We carry out such 
objective in two steps. 

1. Extraction. We resort to statistical functions (details in Section 
4.2) in order to extract a multidimensional characterisation of every 
data set. Given a set of statistical functions Ξ = {ξ1, …, ξc}, each 
function ξ compresses information of each data set D into a vector, 
ξD, and the application of all statistical functions available in Ξ is 
expressed by ΞD = {ξD

1 ,…, ξD
c }.4 

2. Aggregation. Previous work shows that information extracted 
from statistical functions should be summarised with aggregation 
functions (Pinto et al., 2016). Accordingly, given a data set D, let ΞD 

represent information collected in the first step. In this second step, 
each aggregation function γ (detailed in Section 4.2), is applied to 
ΞD, where Γ = {γ1,…, γd} is the set of available aggregation func-
tions. The outcome of this step, and of the first operation – meta- 
feature extraction – is ΓD = {γD

1,1, …, γD
1,d, γD

2,1, …, γD
2,d, …, γD

c,d}. In 
other words, each statistical function ξ is aggregated5 using every 
applicable summarisation function, γ. The outcome, Γ, represents the 
output of this second step, and the output of the first operation of the 
development phase of the ATOMIC method: an extensive meta- 
feature representation of each base data set. 

4.1.1.2. Performance estimation. In the second operation of the devel-
opment phase, we estimate the performance of each workflow (W ∈ W ) 
regarding all base data sets D = {D1,…,Dn}, and respective learning 
tasks T = {t1, …, tn}. Let Ψ = {ω1,…,ωv} represent the set of all 
workflow configurations that are used for evaluation. For simplicity, 
assume that each configuration ω contains a root hyperparameter ωr to 
select the workflow (W). Then, let ℘ be the set of all evaluations of 
configurations ωi in tasks tj,P i,j = P (ωi,tj),i ∈ (1,…,v),j ∈ (1,…,n). The 
evaluation of each workflow configuration is carried out using a pre-
defined measure, e.g. F-Score (Rijsbergen, 1979), and an evaluation 
methodology, e.g. k-fold cross-validation. The set of evaluation results 
for each workflow configuration provides the outcome of the second 
operation of the development phase in the ATOMIC method. 

Based on the outcome of the two operations described above, we 
address the problem of learning a meta-model that is responsible (in the 
prediction phase) for predicting the performance of workflow configu-
rations. Concretely, our objective is to capture the relationship between 
the meta-feature description of each data set (the output of the first 
operation, Γ) and the description of each workflow configuration used, 
Ψ, concerning their respective evaluation results (the output of the 
second operation, ℘). In a more formal definition, our objective is to 
provide an approximation to a function g : Γ× Ψ ↦ ℘. Such approxi-
mation, the meta-model L, is the output of the development phase of the 

4 The size of each vector resulting from the application of statistical functions 
may vary. Given that such vectors are aggregated in the following step, we have 
dismissed details concerning their size. 

5 Naturally, aggregation functions are only applied to the outcome of statis-
tical functions returning a value sets with cardinality greater than one. 
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ATOMIC method. 

4.1.2. Prediction phase 
The prediction phase’s objective is, given a new task, to allow a 

recommendation of workflow configurations that may yield the best 
results concerning predictive performance. This phase includes the 
following iteration of steps: i) extraction of meta-features from the data 
set regarding the new task, ii) prediction of workflow configurations’ 
performance in the new task using the meta-model produced in the first 
phase (development) and, finally, iii) generation of a recommendation, i. 
e. ordered set, concerning the configurations predicted to achieve the 
best predictive performance outcome possible. 

Formally, let tnew represent the new task and Dnew the data set asso-
ciated. The following steps are applied: 

1. The first step of the prediction phase is to extract the set of meta- 
features associated with Dnew. The process carried out to obtain such 
a set is the same as in the first step of the development phase. As such, 
by applying each available aggregation function (γ ∈ Γ) to the 
outcome of every statistical function w.r.t. Dnew, Ξnew, we obtain a 
meta-feature description of the incoming data set, Γnew; 
2. Using the meta-feature description of the incoming data set Γnew 

and available workflow configurations Ψ, we derive its cross- 
product: Γnew × Ψ. The resulting meta-data set serves as the predic-
tor set for the meta-model developed in the first phase (L), from 
which we obtain a prediction of each available workflow configu-
ration’s performance, ℘☆

new; 
3. Finally, based on their predictive performance, we produce an 
ordered set of workflow configurations, ℘☆

new→Ψ☆
new, in decreasing 

order of predictive utility, i.e. best predictive performance first. The 
ordered set, i.e. ranking, is the final output of the prediction phase of 
the ATOMIC method. 

4.2. Statistical and aggregation functions in ATOMIC 

In this section, we describe the statistical and aggregation functions 
used in ATOMIC. As previously stated, the combined use of such func-
tions entails allowing expression of the characteristics of data sets (and 
tasks) through meta-feature extraction. Furthermore, we remind the 
reader that these functions are used both in the first (development) and 

second (prediction) phases of the ATOMIC method. 
Concerning the first type of functions – statistical, ATOMIC includes 

a set of 35 functions (Table 1). For the most part, such a set is the 
combination of known meta-features, validated in previous work (Riv-
olli et al., 2018; Vanschoren, 2018). However, we include additional 
meta-features considering the specific scope of IDL tasks. 

The set of statistical functions includes: 

• General descriptors (Michie et al., 1995), such as the number of in-
stances and attributes (total, numeric and nominal), imbalance ratio, 
as well as information concerning the ratio of cases per attributes (i. 
e. the dimension of the data set) and numeric attributes with outliers 
(Rousseeuw and Hubert, 2011);  

• Concerning the data distribution, measures of inter-quartile range 
(IQR), the correlation among numeric attributes, skewness and both 
Geary and Pearson kurtosis; these are commonly used meta-features, 
based on early work by Michie et al. (1995); we also use the coeffi-
cient of variation (Soares et al., 2004); 

Fig. 1. Illustration of the ATOMIC method and both 
the development (offline) and prediction (online) 
phases. In the development phase, a set of base data 
sets D is leveraged to generate a meta-model L. Such 
meta-model is developed using meta-data that in-
cludes a meta-feature description of each data set Γ, 
and the performance of all workflow configurations 
considered (Ψ) across all base data sets, ℘, i.e. L is an 
approximation to function f : Γ× Ψ ↦ ℘. In the 
prediction phase, we obtain a meta-feature descrip-
tion Γnew for a new data set Dnew, and its cross- 
product with all available workflow configurations 
(Ψ) is used as a predictor set for the meta-model L. 
The predicted performance of all workflow configu-
rations leads to an ordered set (ranking) of such 
configurations in decreasing order of predictive 
utility, i.e. ℘☆

new→Ψ☆
new.   

Table 1 
Statistical functions used in the ATOMIC method, including the indication of 
which of these are subject to aggregation functions.  

Statistical Functions 

Name Aggregated Name Aggregated 
# Instances  Skewness ✓ 
# Attributes  Maximal Information 

Coefficient 
✓ 

# Numeric Attributes  Maximum Assymetry 
Score 

✓ 

# Nominal Attributes  Maximum Edge Value ✓ 
Imbalance Ratio  Minimum Cell Number ✓ 
Ratio of Cases per 

Attribute  
Total Information 
Coefficient 

✓ 

% Numeric Attributes w/ 
Outliers  

Entropy ✓ 

IQR ✓ Mutual Information of 
Attributes 

✓ 

Coefficient of Variation ✓ Class Overlap (F1, F2, 
F3)  

Correlation (Numeric 
Attributes) 

✓ Landmarker Tree (Depth 
1, 2, 3)  

Geary’s Kurtosis ✓ Landmarker NB  
Pearson’s Kurtosis ✓    
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• Several measures from the field of information theory, namely, 
Maximal Information-based nonparametric exploration statistics 
(Reshef et al., 2011): Maximum Information Coefficient (MIC), 
Maximum Asymmetry Score (MAS), Maximum Edge Value (MEV), 
Minimum Cell Number (MCN), Total Information Coefficient (TIC); 
also, measures of entropy and mutual information of attributes 
(Michie et al., 1995);  

• Measures (three) concerning class overlap based on the work of Oh 
(2011), due to its impact in IDL tasks (García et al., 2006);  

• Finally, the relationship between data sets and workflows through 
the use of landmarkers (Pfahringer et al., 2000) – three variants of 
tree-based (corresponding to a depth parameter setting of 1, 2 or 3) 
and naïve Bayes models. We should note that we provide the output 
of each landmarker w.r.t three evaluation metrics: accuracy, AUC 
and F1-Score. 

We then aggregate the outcome of statistical functions. We should 
underline that we only apply aggregation functions to statistical func-
tions returning multiple values – clarified in Table 1. The aggregation 
functions used in the ATOMIC method include the following:  

• Standard distribution statistics such as minimum, the maximum, 
average value (mean), standard deviation and variance – results in 
65 meta-features;  

• Class difference concerning the outcome of the previous aggregation 
function, illustrating the distance of each meta-feature value w.r.t 
the two subsets, corresponding to each target class; given the context 
of IDL tasks, the intuition is that it would better describe the differ-
ence between cases of either target class – results in 65 meta-features;  

• Histogram binning (Pinto et al., 2017), with a setting of 10 equal- 
length bins – results in 130 meta-features; 

Upon using aggregation functions to the outcome of the 13 
mentioned statistical functions, such will result in the generation of 260 
meta-features. The remainder statistical functions (22) are concate-
nated, leading to a total of 282 meta-features. Such total represents the 
final meta-feature description of each data set (task), i.e. ΓD, for a data 
set D. We should remind the reader that the meta-data set used to build 
the meta-model in the development phase of the ATOMIC method also 
includes i) the description of each respective workflow configuration, i. 
e. ωD ∈ ΨD, and, ii) P , the estimated predictive performance of such 
configurations. 

4.3. Implementation details 

Concerning the actual implementation of ATOMIC, and made 
available in the R package autoresampling, we use the XGBoost 
(eXtreme Gradient Boosting) learning algorithm (Chen and Guestrin, 
2016; Chen et al., 2020) to build the meta-model, i.e. the output of the 
development phase. We based our decision on the work and discussion 
by Pinto et al. (2017) concerning how the algorithm deals with missing 
values – a big issue in the meta-data extracted in our work scope. 
Furthermore, we define the XGBoost-based meta-model hyper-
parameters as 200 regarding boosting iterations, with five rounds con-
cerning the early stopping function. We use the mean absolute error as 
the evaluation metric for internal validation of the algorithm. 

5. Experimental evaluation 

This section presents an extensive experimental evaluation and study 
of the ATOMIC method using 101 imbalanced data sets. Our objective is 
to provide empirical evidence demonstrating that ATOMIC i) represents 
a significant contribution to the problem of IDL tasks, and ii) provides 
very competitive results w.r.t state-of-the-art competing methods both 
from research in IDL and AutoML. Given such aim, in the following list, 

we enumerate the research questions addressed. 

RQ1 Is there a workflow (or group of workflows) capable of 
consistently approximating an optimal solution? (Section 4.2), 
RQ2 Does any resampling strategy dominate over all other strate-
gies? (Section 4.2), 
RQ3 How many workflows are necessary to test within the ATOMIC 
method to obtain satisfactory performance? (Section 5.5.1) 
RQ4 Does ATOMIC provide an advantage over competing state-of- 
the-art methods both in validation (Section 5.5.2) and and test 
(Section 5.6) settings? 

5.1. Data 

This section describes the process to obtain data sets used in the 
experimental evaluation presented here. We should note that we use 
such data sets in both phases (development and prediction) of the 
ATOMIC method. We provide further details in Section 5.3. 

Concerning the process to obtain such data sets, we leverage the 
facilities of OpenML (Vanschoren et al., 2014), a public and open re-
pository for data sets and collaborative endeavours. Specifically, we 
used the OpenML R software package (Casalicchio et al., 2019) that 
provides direct access to such a repository. Then, we retrieved all data 
sets for binary classification, with a total of instances between 200 and 
10,000, and less than 500 features. Such process resulted in a group of 
219 data sets from multiple domains and diverse characteristics. Finally, 
given the context of IDL tasks, we only selected those with an adequate 
imbalance ratio (ratio of majority cases w.r.t those of minority class). 
Such process results in the final group of 101 data sets6, with an average 
imbalance ratio of 5.3 – the maximum ratio in the data set pool is 16.4. 

5.2. Methods 

The experimental evaluation of the ATOMIC requires many de-
cisions concerning methods to guarantee its robustness and usefulness. 
Such decisions include: i) which resampling strategies and learning al-
gorithms to use, as well as the hyperparameters used in search proced-
ures, i.e. optimisation; ii) which state-of-the-art solutions from AutoML 
research to use for performance comparison; iii) how to evaluate the 
performance of such methods (evaluation metrics); and, iv) how to 
assess the significance of such performance, i.e. significance tests. 

5.2.1. Learning algorithms and resampling strategies 
The most critical setup decision of the ATOMIC method resides in 

establishing which learning algorithms and resampling strategies we 
should consider. Such decision, and the subsequent combination of each 
algorithm and resampling strategy (workflows), defines which predic-
tive solutions we will test. 

In this experimental evaluation, we use the following resources. 
Concerning learning algorithms, we resort to the Random Forest (RF) 
algorithm (Breiman, 2001), given its good performance in discrete and 
high-dimensional input data (Thornton et al., 2013). We could use many 
other algorithms, but this was relaxed considering the increase in 
computational and time complexity. Concerning resampling strategies, 
we consider six options: i) Edited Nearest-Neighbour (ENN), Random 
Undersampling (RU), Random Oversampling (RO), Importance Sam-
pling (IS), Synthetic Minority Oversampling Technique (SMOTE) and 
Undersampling using Tomek Links (TL). The hyperparameter grid 
defined for both resources in these experiments is detailed in Table 2. 
We use the implementation of the Random Forest algorithm provided in 

6 To maintain the paper concise in terms of length, we have omitted an 
overview of each data set’s characteristics. Nonetheless, all data sets are 
obtainable in urlhttps://github.com/nunompmoniz/autoresampling. 
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the ranger package (Wright and Ziegler, 2017); the implementation of 
resampling strategies in this experimental evaluation is that of the UBL 
(Branco et al., 2016) package. 

The hyperparameter grid for each workflow consists of every 
possible combination of parameters from the algorithm Random Forest 
and each resampling strategies used. For clarity, such combinations will 
result in 9, 27, 21, 189, 210 and 3 hyperparameter configurations pos-
sibilities, for ENN, RU, RO, IS, SMOTE and TL strategies, respectively. 
We also consider the possibility of not applying resampling strategies, 
resulting in 3 additional hyperparameter configurations. Also, we 
include naïve solutions, where we use the default parameters of both 
algorithms and strategies – results in 7 additional settings. As such, in 
this experimental evaluation, the total number of possible configura-
tions in the hyperparameter grid defined is 469, i.e. the total number of 
workflows tested via grid search for each data set. 

5.2.2. AutoML methods 
Given the magnitude of previous work in AutoML, and the existence 

of several competitive solutions, we must compare the performance of 
the ATOMIC method w.r.t such solutions. In this paper, we use two 
state-of-the-art AutoML methods from previous work with default 
hyperparameter settings: 

1. Bayesian Optimization with Gaussian Processes (Snoek et al., 
2012; Yan, 2016). Bayesian optimisation, focusing on a learning al-
gorithm’s generalisation performance and modelled as a sample 
from a Gaussian process. 
2. Hyperband (Li et al., 2017; Yan, 2020). A pure-exploration al-
gorithm for multi-armed bandits; approaches the automatic model 
selection problem with resource allocation to promising settings via 
successive discarding of poor performing hyperparameter 
configurations. 

The application of the mentioned AutoML methods focuses on 
maximising evaluation scores (described in the following section) by 
optimising both data pre-processing method and respective hyper-
parameters, along with those hyperparameters associated to the 
learning algorithms used. 

5.2.3. Evaluation metrics and significance tests 
As discussed over the last couple of decades (e.g. López et al., 2013; 

Branco et al., 2016), standard evaluation metrics are not appropriate to 
assess model performance in imbalanced settings. Such is related to their 
focus on providing global notions of performance. They assume that the 
importance of cases from either class (i.e. binary classification tasks) is 
equal; this is not the assumption in IDL tasks. 

Multiple evaluation metrics have been presented as appropriate to 
correctly assess the performance of predictive models in IDL tasks. These 
include F-Score (Rijsbergen, 1979), geometric mean (Kubat et al., 1998), 
the receiver operating characteristic (ROC) curve (Egan, 1975) and the 
related the area under the curve (AUC Metz, 1978). Branco et al. (2016) 

provide a thorough discussion of this topic. Given the context of IDL 
tasks, and evaluation metrics available, in this experimental evaluation, 
we focus on using the F-Score metric – specifically F1-Score. 

Also, we apply the Bayes Sign Test (Benavoli et al., 2014; Benavoli 
et al., 2017) to assess the significance of metric results. Such a test re-
quires values to be standardised over multiple data sets. We use the 
percentage difference between results of any pair of models (e.g. Ma and 
baseline Mb) to provide such standardisation of values, as follows: 

Ra − Rb

Rb
∗ 100 (5)  

where Ra and Rb represent the F1-Score of the model under comparison 
(Ma) and the baseline model (Mb), respectively. 

Based on such standardised results, we can then leverage the concept 
of region of practical equivalence (ROPE), as presented by Kruschke and 
Liddell (2015). In the context of bayesian analysis, such concept relates 
the notion of practical equivalence as the probability of the difference of 
values being inside a specific range as having virtually no effect. As such, 
ROPE serves the purpose of defining an interval where values of the 
difference in models’ performance are considered equivalent to the null 
value – for practical purposes (Kruschke, 2015). In classification tasks, 
the interval [− 1%, 1%] is regarded as a reasonable value for ROPE when 
using the accuracy metric (Benavoli et al., 2017; Kruschke, 2015). For 
thoroughness, we use such an interval concerning the percentage dif-
ference of F1-Scores between two specific models, given that it is a 
sensitive (and fairly restrictive) value. 

For clarity, given our use of the Bayes Sign Test and ROPE, and 
considering Eq. 5: i) if the percentage difference of F1-Scores between 
models a and b (baseline) is greater than 1%, the former outperforms the 
latter (win); ii) if the percentage difference is within the interval [− 1%, 
1%], they are of practical equivalence (draw); and iii) if the percentage 
difference is less than − 1%, the baseline outperforms model a (lose). 

5.3. Experimental methodology 

We use an experimental methodology that allows an analysis of the 
ATOMIC method in multiple settings, namely, i) oracle, ii) validation 
and iii) test settings. We should stress that we apply each experimental 
setting to every data set. Such is ensured by resorting to a leave-one-out 
approach, guaranteeing that all data sets used are evaluated as a new 
task. Such a procedure also ensures no information overlap between the 
development and prediction phases of the ATOMIC method. Therefore, 
given a new task and the corresponding data set, the experimental set-
tings evaluated in this paper are described as follows: 

1. Oracle Setting (OS) (Section 5.4). The objective is to search for 
the best possible workflow. With such an aim, we randomly split the 
data set into train and test sets. Each possible hyperparameter 
configuration is used to create a predictive solution with the training 
data and evaluated in the test set. We refer to the best solution in 
each data set as oracle; 
2. Validation Setting (VS) (Section 5.5). A k-fold cross-validation 
methodology (Kohavi, 1995) is applied. Therefore, we further 
divide the previous train set into a train and validation sets, with a 
random selection of cases; this process is repeated k times. In each 
process, every configuration from the hyperparameter grid generates 
a predictive solution using the new train set; we evaluate these so-
lutions w.r.t the validation set. The objective is to estimate the best 
possible hyperparameter configurations for each data set, in unseen 
data. 
3. Test Setting (TS) (Section 5.6). The objective is to assess the 
generalisation ability of the best possible hyperparameter configu-
rations, based on the validation setting results. We carry out such an 
assessment w.r.t unseen data, i.e. test set. As such, the hyper-
parameter configurations estimated to provide the best outcome are 

Table 2 
Hyperparameter grid considered in the experimental study, including both re-
sources used: learning algorithm and resampling strategies.  

Resource Hyperparameter Grid 

Random Forest (RF) ntrees = {100, 250, 500} 
Edited Nearest-Neighbour (ENN) k = {1, 3, 5} 
Random Undersampling (RU) und.perc = {0.1, 0.2, …, 0.9} 
Random Oversampling (RO) ove.perc = {0.25, 0.5, 0.75, 1, 2, 3, 4} 
Importance Sampling (IS) und.perc = {0.1, 0.2, …, 0.9} ove.perc =

{0.25, …, 1, 2, 3, 4} 
Synthetic Minority Oversampling 

Technique (SMOTE) 
und.perc = {0.1, 0.2, …, 1} ove.perc =
{0.25, …, 1, 2, 3, 4} 

Undersampling using Tomek Links 
(TL) 

rem = “maj”  

N. Moniz and V. Cerqueira                                                                                                                                                                                                                   



Expert Systems With Applications 178 (2021) 115011

9

used to build predictive solutions, with the original train set, i.e. 
oracle setting. We evaluated such solutions – workflows – concerning 
their predictive performance in the test set. 

5.4. Oracle setting 

In the oracle setting, our objective is to identify the best possible 
predictive solution from available hyperparameter configurations for 
each data set. We refer to such a solution as the oracle. With such an aim, 
we apply a hold-out methodology. As such, for each new data set: i), 
cases are randomly divided into 70% for train and 30% for test sets; ii), 
we use each available hyperparameter configuration to create a pre-
dictive solution; iii), we evaluate each solution as to their predictive 
ability concerning the test set. The oracle setting includes the analysis of 
two experimental aspects, i.e. research questions. First, the ranking of 
solutions, to analyse the variance of workflow rankings across our base 
data sets (RQ1). Second, to investigate if there are resampling strategies 
that provide a consistent advantage over all others (RQ2). The following 
sections address each of these aspects. 

5.4.1. Ranks 
Our first experimental endeavour is to assert if workflows consis-

tently provide an advantage over all others (RQ1). To answer such a 
question, we provide a ranking based on each available workflow con-
figurations’ performance for all data sets. Such rankings allow us to 
evaluate if an automated selection of workflows is necessary or if there 
are workflows that dominate all others over a broad list of data sets. 
Fig. 2 provides a boxplot depiction of workflow rankings concerning all 
data sets. Due to the large number of workflows tested, the illustration 
only includes the top and bottom(-rank) 100 workflows. 

Given such results, we observe that no single workflow (or group of 
workflows) demonstrates a consistent advantage over all other work-
flows (RQ1). Also, they show that the median rank of the best solutions 
is relatively high (above 100) and that they have a considerable vari-
ance. On the other end, although several workflows do not seem to 
provide an overall consistent solution, some of them are among the best 
modelling solutions in a few data sets. 

Therefore, by studying the rank of workflows over the data sets used, 
we conclude that a solution to automate workflows selection would be of 
great significance. First, given the variance in the rank of workflows 
presenting the best overall behaviour, there is no guarantee that they 
alone will approximate an optimal solution. Such conclusion adds 
empirical evidence to results presented by Kong et al. (2019) concerning 
the importance of parametrisation in resampling strategies. Second, 
given the computational complexity involved in creating and evaluating 
each workflow, a thorough evaluation of predictive solutions may be 
severely constrained and costly. 

5.4.2. Consistent advantage of resampling strategies 
We now address a broader point in research question RQ2. Such 

point relates to investigating if a particular resampling strategy (or 
more) dominates all other strategies. To clarify, we investigate if the use 
of specific resampling strategies is consistently related to workflow so-
lutions that approximate the best possible solution (oracle). Fig. 3 il-
lustrates such a comparison between the best possible workflow for each 
resampling strategy and the oracle for each data set. We analyse results 
using the Bayes Sign Test, with a ROPE interval of [ − 1%,1%]. Given that 
the comparison is made w.r.t the oracle solution, we do not account for 
“win” scenarios. 

Results demonstrate that some resampling strategies are more 
commonly associated with workflows capable of approximating the 
oracle solution than others. However, the probability of practical 
equivalence in such strategies is not overwhelming. Specifically, we 
observe that the SMOTE strategy can provide a robust solution – framed 
within the region of practical equivalence (ROPE). Although to a slightly 
lesser degree, both Importance Sampling (IS) and Random Over-
sampling strategies offer a similar outcome. Therefore, concerning 
research question RQ2, results demonstrate that some strategies have 
probable advantages (given our data set pool) and some dominance w.r.t 
other strategies. Such advantage concerns their ability to contribute to 
approximating the best possible workflow solution. We should note that 
such conclusions do not reflect the complexity of parameter estimation 
in each strategy. The results presented above correspond to the testing of 
189 and 210 workflow solutions for IS and SMOTE strategies, 
respectively. 

In summary, concerning the oracle setting of our experimental 
evaluation, we observe the following. First, there is no single workflow 
(or group) capable of consistently producing a predictive advantage over 
all others (RQ1). Second, we observe that some strategies are capable of 
providing some advantage over others (RQ3), notwithstanding the lack 
of overall magnitude in such advantage and, in some strategies, the 
computational complexity involved. 

5.5. Validation setting 

In this experimental setting – validation setting – we address 
parameter estimation and evaluate the automated imbalanced classifi-
cation solution proposed in this paper: ATOMIC. We employ a 10-fold 
cross-validation methodology on the train set used in the previous set 
of experiments with such an aim. We remind that we apply such a 
process to each available data set with a leave-one-out approach: we use 
each of them as the target new data set and the remainder as base data 
sets, i.e. development phase of ATOMIC. Results in the validation setting 
do not account for data in respective test sets. Furthermore, we clarify 
that, in this experimental setting, the best possible solution (oracle) is 

Fig. 2. The distribution of the top and bottom 100 workflow’s rank according to the F1 metric, concerning all 101 data sets.  
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the workflow demonstrating the best evaluation score in the validation 
setting – according to the performance estimation carried out by the 
cross-validation methodology. 

In the validation setting, our focus is directed towards evaluating two 
aspects (research questions) of the ATOMIC method, proposed in this 
paper: i) the number of workflows that require testing in order to obtain 
a satisfactory (predictive performance w.r.t oracle solution) result 
(RQ3), and ii) to provide a benchmark of the ATOMIC method and a set 
of competitive solutions regarding the task of hyperparameter configu-
ration estimation (RQ4). 

5.5.1. Models tested in ATOMIC 
The goal of the meta-model used in ATOMIC is to automate the 

decision on which models to use when searching for an optimal solution 
for any imbalanced classification problem. As such, and as previously 
mentioned, one critical decision is related to the definition of how many 
models should be used in the search for an optimal solution (RQ3). Note 
that, for this method to be useful, such value should be substantially low. 

In Fig. 4 we evaluate the outcome of the ATOMIC method for several 
cutoff values: 1, 5, 10, 20, 25, 30, 40, 50. In practice, such values stip-
ulate the number of hyperparameter configurations tested, based on the 
output of the ATOMIC meta-model. Also, we remind the reader that the 
grid originally used (previous experimental set, oracle setting) amounts 
to 469 workflows in total. In this evaluation, we compare the outcome of 
the ATOMIC method at each cutoff value and the performance of the 
best possible workflow (oracle in this setting) according to the estima-
tion based on the 10-fold cross-validation methodology. We analyse 
results using the Bayes Sign Test, with a ROPE interval of [ − 1%, 1%]. 
Given that the comparison is made w.r.t the oracle solution in the 
validation setting, we do not account for “win” scenarios. 

Results show that by using the ATOMIC method with a cutoff value 
of 20 models or higher, the proposed method is capable of providing a 
solution of practical equivalence to the best possible workflow with high 

probability (RQ3), roughly 70%. From a cutoff value of 20 until the 
maximum tested (50), the difference is not considerable, according to 
the Bayes Sign Test. Therefore, given the goal of resorting to the 
ATOMIC method using the least possible number of models, we will 
henceforth evaluate the performance of ATOMIC using a cutoff of 20. 

5.5.2. Comparative analysis 
In the final analysis within the validation setting, we assess the 

predictive ability of the ATOMIC method in comparison to various 
competing methods, including AR@20, the average rank of workflows 
over every base data sets for each leave-one-out iteration – all data sets 
are used for testing –, using the 20 solutions that demonstrate the best 
performance from prior knowledge; RF, baseline model (random forest) 
without the application of resampling strategies, and with the applica-
tion of resampling strategies using default parametrisation (Naive); 
RndSearch (Zabinsky, 2011), where instead of using a grid search 
method with the cross-validation methodology for the optimisation of 
workflow parametrisation, a random search (Bergstra and Bengio, 2012) 
method is applied; and Hyperband (Li et al., 2017) (HB) and Bayesian 
Optimisation with Gaussian Processes (Snoek et al., 2012) BO, 
competing methods for automated model selection. Fig. 5 illustrates the 
performance of the mentioned methods, based on results using the Bayes 
Sign Test, with a ROPE interval of [ − 1%,1%]. 

Results address research question RQ4 and provide a clear notion of 
the performance by ATOMIC@20 compared to other competing 
methods. Such results show how, with a considerably smaller compu-
tational complexity, it is possible to obtain a competitive performance 
against the best possible outcome based on the grid search method in the 
experimental evaluation validation setting. Specifically, results show 
that the ATOMIC method provides a contribution beyond the simple 
heuristic of choosing the best models (using a specific cutoff, e.g. 20) 
based on the historical performance of the workflows (AR@20). Also, it 
shows that the ATOMIC@20 solution is capable of providing an 

Fig. 3. Comparison between the best hyper-
parameter configuration of each resampling strategy 
(Edited Neareast-Neighbour, Random Under-
sampling, Random Oversampling, Importance Sam-
pling, Synthetic Minority Oversampling Technique 
and Undersampling using Tomek Links) and the 
oracle configuration. Illustrates the proportion of 
probability for each resampling strategy configura-
tion winning, drawing, or losing significantly against 
the oracle configuration according to the Bayes Sign 
Test.   

Fig. 4. Comparison between the outcome of ATOMIC with various model cutoff values and the oracle solution based on results from the validation setting. Illustrates 
the proportion of probability for each version of ATOMIC winning, drawing, or losing significantly against the validation setting oracle solution, according to the 
Bayes Sign Test. 
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advantage when compared to state-of-the-art methods from the field of 
AutoML, such as Hyperband and Bayesian Optimisation with Gaussian 
Processes. Finally, we observe that the results of applying a random 
search method are impressive. Although not providing an advantage 
concerning the proposed method ATOMIC, they nonetheless demon-
strate their known ability (Thornton et al., 2013) to approximate 
optimal solutions in problems of high dimensionality in 
hyperparametrisation. 

Given such results, we conclude that the proposed method, ATOMIC, 
is capable of providing satisfactory results when applied in the context of 
a validation setting, where the objective is to estimate the best hyper-
parameter configuration for predictive tasks. Also, results show that 
ATOMIC is capable of providing a clear advantage in comparison to 
competitive methods of the state-of-the-art. However, such results still 
lack confirmation in an out-of-sample context, presented in the 
following section. 

5.6. Test setting 

In the final experimental setting, we evaluate the previous methods’ 
predictive performance in an out-of-sample context. Such evaluation 
provides a second reply to research question RQ4, in a different setting. 
Here, our objective is to assess the predictive ability of such methods in 
unseen data. With such aim, we use the results from the previous 
experimental setting – validation setting – based on the search for the 
best possible hyperparameter configuration for each solution. We then 
use the test set – generated in the oracle setting – to evaluate the out-of- 
sample predictive ability of the models chosen in the validation setting. 
We illustrate the results in Fig. 6, using the Bayes Sign Test with a ROPE 
interval of [ − 1%,1%]. 

Results demonstrate supporting evidence concerning the ability of 
the ATOMIC method in providing an automated approach to addressing 
imbalanced domain learning tasks – specifically, imbalanced classifi-
cation. Results show, as in the previous set, that it allows for an 
advantage over a diverse set of state-of-the-art methods (RQ4), 
including Hyperband and Bayesian Optimisation with Gaussian Pro-
cesses methods. Also, it confirms that the ATOMIC method provides an 
advantage over a more naive heuristic of average rank over the histor-
ical performance of evaluated workflows. 

6. Discussion 

In this section, we approach two aspects of the ATOMIC method 
which were not discussed throughout the paper, including: i) the trade- 
off associated to ATOMIC concerning computational complexity and 
energy-efficiency and ii) extensions to ATOMIC via data set or resam-
pling strategy inclusion. 

6.1. Computational complexity and energy-efficiency 

Automated machine learning (AutoML) solutions are often associ-
ated with considerably large budgets concerning computational 
complexity and energy consumption (Yao et al., 2018). In fairness, the 
overall process of model selection and optimisation is probably the most 
computationally demanding process associated with supervised ma-
chine learning (He et al., 2019). However, focusing on Bayesian opti-
misation and meta-learning approaches, we observe a trade-off that 
deserves a discussion. 

On the one hand, developing meta-learning solutions, like those 
proposed in this work, are demanding. They require results from a 

Fig. 5. Comparison between a set of competing solutions including the naïve approaches, the ATOMIC method and competing state-of-the-art solutions, and the 
oracle solution based on results from the validation setting. Illustrates the proportion of probability for each candidate solution winning, drawing, or losing 
significantly against the validation setting oracle solution, according to the Bayes Sign Test. 

Fig. 6. Comparison between a set of competing solutions including the naive approaches, the ATOMIC method and competing state-of-the-art solutions, and the 
oracle solution based on results from the test setting. Illustrates the proportion of probability for each candidate solution winning, drawing, or losing significantly 
against the out-of-sample (test) oracle solution, according to the Bayes Sign Test. 
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considerable number of experiments to develop competitive meta- 
models. Additionally, with these solutions, we are limited by pre- 
defined hyperparameter search grids defined in development stages. 
On the other hand, Bayesian optimisation allows an “off-the-shelf” 
approach to any learning task. As such, they do not necessarily require 
prior information concerning the performance of predictive solutions in 
a given set of learning tasks. Nonetheless, when applied to optimise a 
considerable number of hyperparameters, they may require impractical 
computational resources. 

From a general perspective, the trade-off presented favours Bayesian 
optimisation methods. For a certain task or small set of tasks, the 
computational effort in developing meta-learning solutions will 
(conceivably) be much larger than applying Bayesian optimisation 
methods. However, in a context of extensive use, such trade-off may be 
inverted. To illustrate, in this paper, the ATOMIC method uses 101 base 
data sets and tests close to 500 workflow solutions in each of them. 
Despite the computational and energy demands associated to this initial 
effort, posterior demands w.r.t ATOMIC are mostly related to the 
following: i) meta-feature extraction, ii) prediction of performance by 
each workflow solution considered, and iii) estimation of a small subset 
of workflows’ performance, i.e. model selection and optimisation pro-
cesses are not carried out. 

To summarise, we assume that a solution as the ATOMIC method 
does indeed require a high cost to instantiate. Nevertheless, it is sensible 
that it may prove advantageous in extensive use scenarios. Such sce-
narios illustrate our objective of providing a general baseline solution 
for IDL tasks without requiring specialised knowledge concerning such 
research topic. 

6.2. Extensions to the ATOMIC method 

Experimental results described in this paper show that the ATOMIC 
method provides a competitive solution w.r.t state-of-the-art ap-
proaches. Nonetheless, we should note three issues that illustrate open 
questions for further analysis and future endeavours. 

First, the 101 data sets used in the experimental evaluation processes 
are bounded by a maximum of 10,000 cases. Although a considerable 
size, it does not provide evidence towards the usefulness of the ATOMIC 
method in more massive data sets (i.e. big data) – a growing charac-
teristic related to the surge of real-world data sets. Such ability of the 
ATOMIC method should be tested in the future. Also, although not 
addressed in this paper, the decision of adding more data sets in the 
development phase of the ATOMIC method, i.e. update the meta-model, 
is an interesting question. It illustrates the challenge related to the 
computational and energy demands of AutoML solutions and should be 
addressed. Mostly, one should expect that the decision to test a massive 
amount of models and updating the meta-model in ATOMIC would be 
preempted by an assessment (estimation) of its usefulness. 

Second, results concerning the impact and usefulness of each 
resampling strategy in the experimental evaluation illustrate further 
challenges. As observed, among the seven resampling strategies tested, 
two of them (edited nearest-neighbour, ENN, and undersampling with 
Tomek links, TL), demonstrate a very low probability of being able to 
approximate an optimal solution, i.e. the oracle solution for each data 
set. Although not considered in this paper, and similarly to the first point 
made before (concerning data sets), we should expect that including a 
particular resampling strategy into the available methods for resting 
would be a sensible process – this would also apply to the removal of 
strategies. In general, the issue here relates to minimising the compu-
tational and energy requirements to the instantiation, use and mainte-
nance of the ATOMIC method. 

Finally, as the first approach (to our knowledge) in leveraging 
AutoML to tackle IDL tasks, our work naturally presents several points 
that must be further investigated to strengthen initial conclusions. We 
should address two key questions promptly. First, widening the hyper-
parameters (both from resampling strategies and learning algorithms) 

used for developing meta-models. Second, the inclusion of other 
learning algorithms to consolidate the results obtained here concerning 
the ability to solve the WHO problem. 

6.2.1. Final remarks 
In this section, we have discussed some of the open questions 

regarding the proposed ATOMIC method. Such questions illustrate 
future challenges for this proposal, but also its potential, along with 
research directions. Although not discussed in this paper, meta-learning 
approaches such as the ATOMIC method can be used for warm-starting 
optimisation processes (Perrone et al., 2017), e.g. providing initial 
points (configurations) for optimisation. Such research direction has 
significant potential in allowing a faster convergence and obtaining 
predictive solutions with better performance. 

7. Conclusions 

In this paper, we propose the ATOMIC method, an AutoML approach 
based on meta-learning, to automate the development of efficient so-
lutions to IDL tasks. This proposal focuses on addressing two specific 
issues. First, IDL tasks generally require the use of additional methods in 
combination with learning algorithms. Given the growth of effort in 
method selection and hyperparametrisation, such tasks require testing a 
significant number of possible solutions. Such process translates to sig-
nificant demands in both computational complexity and energy de-
mand. Second, and despite rising interest concerning IDL, solving such 
tasks requires complex solutions and extensive expertise to develop 
them. Such a combination of issues significantly hampers the potential 
applications of proposals to tackle IDL tasks. We tested the ATOMIC 
method in 101 imbalanced data sets. We demonstrate that it can provide 
a solution to both mentioned problems while providing a predictive 
performance comparable (or better) than competing state-of-the-art 
solutions. Future challenges include the extension of the ATOMIC 
method for tackling imbalanced regression tasks (Moniz et al., 2018; ?). 
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Zöller, M. -A. & Huber, M. F. (2019). Benchmark and survey of automated machine 
learning frameworks. arXiv:1904.12054. 

N. Moniz and V. Cerqueira                                                                                                                                                                                                                   

http://refhub.elsevier.com/S0957-4174(21)00452-8/h0305
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0305
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0305
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0305
https://doi.org/10.1126/science.1205438
https://doi.org/10.1126/science.1205438
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0320
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0320
https://doi.org/10.1002/widm.2
https://doi.org/10.1073/pnas.1915006117
https://doi.org/10.1023/B:MACH.0000015879.28004.9b
https://doi.org/10.1023/B:MACH.0000015879.28004.9b
https://doi.org/10.1007/978-3-319-18781-5_17
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0360
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0360
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0360
https://doi.org/10.1145/2641190.2641198
https://doi.org/10.1145/2641190.2641198
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0375
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0375
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0380
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0380
https://doi.org/10.18637/jss.v077.i01
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0410
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0410
http://refhub.elsevier.com/S0957-4174(21)00452-8/h0410

	Automated imbalanced classification via meta-learning
	1 Introduction
	2 Related work
	2.1 Imbalanced domain learning
	2.1.1 Data pre-processing methods
	2.1.2 Recent research directions
	2.1.3 Discussion

	2.2 Automated Machine Learning

	3 Problem definition
	3.1 Preliminaries: supervised learning
	3.2 CASH problem
	3.2.1 Model selection
	3.2.2 Hyperparameter optimisation

	3.3 Imbalanced domain learning: definition
	3.4 Combined workflow selection and hyperparameter optimisation

	4 ATOMIC: Automated imbalanced classification
	4.1 Method description
	4.1.1 Development phase
	4.1.1.1 Meta-feature extraction
	4.1.1.2 Performance estimation

	4.1.2 Prediction phase

	4.2 Statistical and aggregation functions in ATOMIC
	4.3 Implementation details

	5 Experimental evaluation
	5.1 Data
	5.2 Methods
	5.2.1 Learning algorithms and resampling strategies
	5.2.2 AutoML methods
	5.2.3 Evaluation metrics and significance tests

	5.3 Experimental methodology
	5.4 Oracle setting
	5.4.1 Ranks
	5.4.2 Consistent advantage of resampling strategies

	5.5 Validation setting
	5.5.1 Models tested in ATOMIC
	5.5.2 Comparative analysis

	5.6 Test setting

	6 Discussion
	6.1 Computational complexity and energy-efficiency
	6.2 Extensions to the ATOMIC method
	6.2.1 Final remarks


	7 Conclusions
	CRediT authorship contribution statement
	Declaration of Competing Interest
	Acknowledgments
	References


